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Abstract. Gibbs sampling is a local search method that can be used to
find novel motifs in a text string. In previous work [8], we have proposed a
modified Gibbs sampler that can discover novel gapped motifs of varying
lengths and occurrence rates in DNA or protein sequences. The Gibbs
sampling method requires repeated searching of the text for the best
match to a constantly evolving collection of aligned strings, and each
search pass previously required 6(nl) time, where [ is the length of the
motif and n the length of the original sequence. This paper presents a
novel method for using suffix trees to greatly improve the performance
of the Gibbs sampling approach.

1 Introduction

1.1 Motivation

The term motif, often used in biology to describe similar functional components
that several proteins have in common, can also be used to describe any collection
of similar subsequences of a longer sequence G, where the metric used to measure
this similarity varies widely. In biological terms, these sets of similar substrings
could be regulatory nucleotide sequences such as promoter regions, functionally
or evolutionarily related protein components, noncoding mobile repeat elements,
or any of a variety of kinds of significant pattern. More generally, if we find a
collection of strings that are considerably more alike than a chance distribution
could explain, then there is likely to be some underlying biological explanation,
and if that explanation is not known for the motif in question, then investigating
this motif is likely to be a fruitful line of questioning for biologists.

Although motif-finding tools exist that find ungapped motifs, the reality is
that instances of biologically significant patterns can appear with insertions or
deletions relative to other instances of the same underlying pattern. A tool to
quickly and thoroughly discover approximate gapped motifs in long sequences
would give a great deal of information to biologists on where to start looking for
functional or critical regions. As the gap grows between the amount of available
sequence data for various organisms and the relatively small percent of these
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sequences which are characterized, computational tools like this will become
more and more useful in analyzing data as a supplement to work in the lab.

1.2 Overview

Gibbs sampling is a local search method that can be used to find novel motifs
in a text string, introduced to computational biology by Lawrence et al [5]. In
previous work [8], we have proposed a modified Gibbs sampler that can discover
novel gapped motifs of varying lengths and occurrence rates in DNA or protein
sequences. This algorithm is powerful in practice, but also time-consuming, since
each iteration requires searching the entire string for a best-match substring and
its ideal alignment with the existing motif. This paper presents a method for
using suffix trees to greatly improve the time performance of this approach.

Section 2 will give a brief introduction to Gibbs sampling and to suffix trees,
and describe some previous work on finding motifs using suffix trees. Section
3 will introduce the basic outline of our algorithm, and sections 4 through 6
will describe the suffix tree search algorithm. Finally, section 7 will describe
an implementation of the algorithm and report on its behavior in practice on
genomic data.

2 Background and Previous Work

2.1 Gibbs Sampling

The original source for the algorithm presented here is Lawrence et al.’s Gibbs
sampling algorithm for motif discovery[5]. The idea is to start with a random
collection of length [ substrings from the length n sequence G. For each iteration
of the algorithm, discard one substring and search G for a replacement string.
Any string in G is chosen with a probability proportional to its score according
to some metric; in [5] the metric used is the relative entropy of the collection if

that string were added:
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i
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where A is the size of the alphabet, ¢; ; is the fraction of the it" column of the
collection consisting of letter a;, and p; is the fraction of G consisting of letter
a;. The basic idea of this scoring function is to reward distributions that are
unlikely to occur by chance. The lowest score, 0, is found when an alignment
column contains letters at exactly the proportion they occur in the sequence as
a whole! (in other words, ¢; j/p; = 1), while the highest score is obtained by
a column consisting entirely of the letter amin which is least frequent in G, in
which case the score for that column will be log(1/pmin)- Each alignment column
is scored independently, based only on the letters in that column, and the scores
for each column are added together.

! The proof that 0 is the lowest possible score involves noting that In(1/z) > 1 —x Vi,
whence the proof can be derived algebraically.



Gapped Motifs In previous work [8], we extended this algorithm to allow
gapped motifs, requiring three main changes. First, we altered the scoring func-
tion to account for gaps, while retaining the basic relative entropy schema. Sec-
ond, in order to allow gapped alignment, at each iteration we perform a dy-
namic programming search of G to simultaneously find the best string and its
ideal alignment. To avoid an NP-complete multiple alignment problem, we make
a simplifying assumption that at each iteration of the algorithm, the remain-
ing strings are likely to already be in a good mutual alignment, since each one
was aligned to the collection when it was originally added. Their alignment to
one another can therefore be kept fixed, and only a 2-way alignment between
the collection and the candidate string need be performed. Thus, our dynamic
programming pass is in essence a standard Smith-Waterman 2-sequence align-
ment[10], albeit with a more complex scoring function. The third modification
is that we take the highest scoring replacement string for each iteration, rather
than any string with probability proportional to its score, due to the complexity
of assigning scores not only to each string but to different possible alignments
of the same string.

An additional feature is that our gapped Gibbs sampler decides as it pro-
gresses whether to lengthen the strings in the collection (if the context in G
around the strings has high score), or to shorten them (if the edges of the strings
have low score), and whether to add more strings to the collection or discard
some. The result is a program that will flexibly find gapped motifs of varying
lengths and number of occurences—the user need not know in advance what
kind of pattern is present—which makes it of considerable use in discovering
novel features of DNA and amino acid sequences, as well as being applicable to
areas outside of computational biology such as text processing, database search-
ing, and other applications in which a long, error-prone data sequence must be
analyzed.

However, a disadvantage is the speed at which this algorithm performs. Each
pass through the dynamic programming step takes time 6(nl), where n is the
length of G. In the end, a run of this sampling algorithm on a bacterial genome
might take hours or days if it finds a long pattern in the sequence, and would
be proportionally longer on more complex genomes. We would like to reduce
the amount of unnecessary work performed in examining all of G each iteration,
by doing a preprocessing step to store some of this information in advance. A
perfect example of a data structure to compactly store this kind of information
on a text is the suffix tree.

2.2 Suffix Trees

A suffix tree is a data structure which provides a powerful interface to quickly
visit any given subsequence of a sequence G = gi19¢2...9,, and which can be
constructed in O(n) time and space. A thorough description of suffix tree con-
struction and properties is beyond the scope of this paper, and can be found in

[3]-



However, to understand this paper it suffices to know three basic properties
of suffix trees. First, a suffix tree is an A-ary tree, where A is the size of the
alphabet, having a text “label” on each edge. Second, the (up to A) child edges
from each node must each have an edge label beginning with a distinct letter in
ay, ... ,a4. Finally, let us say a path from the root of the tree to a leaf is labeled
with some string S if the concatenation of the labels on each edge of the path,
from root to leaf, is S. Then the key property of a suffix tree is that each “suffix”
of G, that is, each subsequence g¢;9;+1...gn, appears in the suffix tree as a label
from the root to some leaf, and conversely, every path from the root to a leaf is
labeled with some suffix of G.

To understand this last property, notice how in Figure 1, a depiction of the
suffix tree for the string ACGACT, each suffix (ACGACT, CGACT, GACT, ACT, CT,
T) appears in the tree as a label on some path from root to leaf.

. An example suffix tree the string ACGACT

An example use for this data structure is to query for a substring S in time
O( S). Note that any such S in G begins some suffix of G. Thus, if S is in G,
some edge path from the root of the suffix tree begins with the label S. Simply
by beginning at the root and walking down the correctly labeled edge from each
node, we either find S or discover that it is not present. If searching for a number
of patterns, each much shorter than G, a search time independent of n is a great
time savings.

A detailed and accessible explanation of the O(n) space bound and construc-
tion time can be found in [3].

2. elated or

pproximate Suffix Tree Mat ing Although the most obvious use of a
suffix tree is to find exact matches, there are a number of known methods ([1 4,
7,11,13,14] et .) for using a suffix tree for approximate matching. However, these
previous methods are generally not applicable to this problem domain, since the
Gibbs sampling algorithm requires the search component to allow gaps, to be
able to deal with a relative entropy score matrix (as opposed to, for example, a
simple edit distance metric), and to be efficient even for the problem of finding a
single best-match string rather than an exhaustive listing of many good matches.



nown methods that do allow gapped alignment generally use dynamic pro-
gramming in con unction with a traversal of the suffix tree. A -difference
search—finding all strings whose edit distance from a given model is at most
—can be performed in O(  n) time, but we are unaware of a result extending
this time bound to an arbitrary score matrix instead of edit distance. f work
done on arbitrary score matrices, most concentrates on exhaustive listings, for
example the “all-against-all” problem or the “ -against-all” problem, since in
general there are few applications that require only a single best match, and the
similar strings can be more efficiently found in bulk than individually.

ovel Motif is over wit Suffix Trees There are some recent algorithms
([6, ]) that use suffix trees to find novel motifs. [ ] in particular applies to a
similar problem domain to the one covered by this paper, that of exhaustively
finding significant approximate motifs in a long sequence or collection of long
sequences.? Rather than a sampling approach, this algorithm outputs a list of
every string  and associated collection of strings A that meets the following
conditions: A is a collection of at least  strings, every string in A is a
substring of G differing from  in no more than positions, and every such
substring of G is included in A . itself need not be in G. Here and [ are
user-specified constants.

The Gibbs sampling algorithm presented here can have several advantages
over this kind of exhaustive -difference search in certain situations. y consider-
ing only patterns that actually occur in the sequence, it can look for motifs much
longer than an enumerative approach can tolerate. It also inherently produces a
classification of strings into best-probability motifs, rather than leaving it to the
user to decide which of several -difference sets a string belongs to is the best fit.
Finally, dynamically varying the length of the strings is difficult with exhaustive
algorithms, while a local search algorithm can easily change these parameters in
the middle of a run, taking little or no more time than if the final length and
size had been specified for that motif in advance.

n the other hand, there are disadvantages to a sampling method. ne ob-
vious difference—that with a sampling local-search method one can never be
certain the program has found all the relevant motifs—does not turn out to
be problematic in practice. In [8] we found that on the order of 0 out of 100
runs of the algorithm discovered the same handful of high-scoring motifs, which
cover only a small fraction of the genome. This suggests that the sampling algo-
rithm will, with high probability, find all the most significant motifs. However,
exhaustive methods will probably remain more efficient to solve the problems of
finding short motifs, ungapped motifs, or motifs with few errors, all of which will
continue to be necessary for some biological problems. In particular, many regu-
latory sequences in DNA are fairly short (around 7 bases long), and could easily
be found with an exaustive -difference search. In short, we hope to present

Although the algorithm in [9] does not allow gapped alignment as originally stated,
the authors note in the paper that it can be modified to do so.



an algorithm here that will improve considerably on other existing methods for
some, but not all, situations in which novel gapped motifs must be found.

vervie o t e gorit

.1 Suffix Tree onstru tion

The preprocessing step uses kkonen’s algorithm[12] as described in [3], a prac-
tical and fairly intuitive O(n) algorithm for suffix tree construction.

.2 teration

At each step in the algorithm, one string is discarded from the existing align-
ment and must be replaced with the best-scoring string from G. ust as before,
the program uses dynamic programming to align the incoming candidate string
with the current alignment. However, instead of using the letters of G in or-
der as the input to the dynamic programming table, the new algorithm uses
a traversal of the suffix tree to drive the dynamic programming. This allows
the search to sometimes examine fewer than all n characters of the input. The
method of traversing the tree will be described in section 4. ecause the o st

ase performance of this traversal is a factor of O(l) worse than the O(In) time
the whole-sequence search requires—which can be significant, particularly for
longer motifs—an arbitrary time limit can be set on the tree search, after which
point, if no result has been found, the entire sequence is traversed as in the orig-
inal algorithm. This ensures a guaranteed bound on the worst-case performance
which can be as close to the original time as is necessary.

Termination

The algorithm ends when it is neither advantageous to change the size of the
alignment (either length or number of instances), nor is it advantageous to re-
place any string with a different string or different alignment of the same string.

etais 0 earc te

This section fills in the details of the search step from section 3.2, describing
how the algorithm searches the suffix tree to find the best match in G. First,
section 4.1 describes the basic search algorithm. Next, section 5 introduces the
idea of -difference matching and describes how a suffix tree can be used for
a -difference search. Finally, section 6 describes how to modify this concept
for the search component of this algorithm in order to improve the worst case
running time.



.1 Suffix Tree Sear

In order to align each string occurring in G' to the current alignment, the search
step uses a depth-first traversal of the suffix tree edges to directly drive the
dynamic programming. As an edge is traversed, a dynamic programming (DP)
table column is computed for each letter on the edge. Later, when the search
backtracks up that edge (to try a different path out of its parent node), a DP
column is deleted from the end of the DP table for each character on the edge.
The traversal thus does O(l) work constructing and later removing a column of
[ entries in the DP table for each character seen in the suffix tree search.

.2 mproving Time e uired

A complete traversal of the tree would see n?/2 characters for an overall time of
O(n?l), since each suffix of G is in the tree in its entirety. However, several tech-
niques ensure that the traversal takes less time in practice. The most significant
of these is a branch-and-bound heuristic. First, note that for each alignment col-
umn ¢ and character « (including a gap) there is a fixed score ;(«) for adding o
to column 4. The maximum score, ;m , for any column is thus well-defined and
need only be computed once for each search of G. This can be conceptualized as
a scoring matrix fixed by the current alignment, in which the A 1 entries
in the i** scoring matrix column are the scores of matching each character to
the i** alignment column. This means that for any given DP column, it takes
O(I) time (not significantly more than to compute the column itself) to check
whether there is any set of characters we can see in the future that can cause
this path to improve upon the best string found so far. If not, we can backtrack
immediately instead of continuing down that branch.

imiting Sear ept

The first benefit of this branch-and-bound technique is that, since insertions
must be defined to have negative score in any effective motif scoring function,
the traversal will seldom go significantly more than [ characters down any branch
of the tree. To quantify this statement more precisely, we will define the quasi-
constant 1, which depends only on the scoring matrix

e nition 1. et ; 0 et elagest a solute alue di e en e et een an
t 0os oesin olumni of imot e ods tema imum possi le mismat
penalt fo alignment olumn i in luding fo a gap . et 0 et e minimum
penalt fo an inse tion t at is t e a solute alue of t e ma imum s o e fo
aligning an  a a te against a lan alignment olumn. ende ne = ( )

to €2 ;i)

If any string S is longer than [, then consider the string S consisting of the
first [ characters of S. At most, S can have a mismatch in every column while
S has none, for a maximum scoring penalty , ;. Also, S must have more than
I [ insertions, while S can have at most [, for a scoring gain greater than



(I 20)= , ;. This means that once the edge traversal has gone more than

[ characters deep into the tree, no future set of characters seen can cause the
path to outscore the string consisting of the first [ characters on that path. The
following observation therefore holds:

atl opat t oug t eteelonge t an | ill e onside ed enusingt e
an and ound eu isti .

Although does depend on the scoring matrix, for any given iteration of the
search phase it can be considered a constant. In addition, for scoring functions
used in practice to model gapped pattern discovery in nearly any domain, inser-
tions are highly penalized, and so in practice is very small. Since is constant
during any given search, future equations will include in O-notation bounds
only when it appears in an exponent or when this makes the derivation clearer.

What the above implies is that using branch-and-bound makes the worst-case
number of characters seen O(nl) rather than O(n?), since at worst we examine
l characters of each of the n suffixes of G for a maximum of nl characters seen.
Although this leads to an O(I?n ) overall worst-case running time, a factor of
more expensive than the original algorithm, it does mean that if we restrict the
search phase to take time O(In) (with constant factor less than /! and preferably
less than 1) before doing a whole-sequence search, the tree search has a significant
chance of finishing before the cutoff.

If [ is small, of course, the worst-case behavior is better than this—if the
search looks at every possible string of length I , it still only encounters A’
total characters, creating a size-l DP column for each, for a worst-case time of
O(IA! ). For short patterns and a small alphabet, this is the relevant bound.

imiting Sear readt

The second, equally important, benefit of the branch-and-bound operation is
that not every string of length [ will be examined. For example, if the first string
seen happens to be the highest-scoring possible string to match the alignment
(the onsensus st ing, ), then every future branch will be pruned (because any
other string will be unable to beat this first string’s score), and the search step
will take O(l) time. More generally, if a string differing only slightly from the
consensus is seen early in the search, then the search will efficiently prune most
of the unhelpful branches.

ependen e on Sear Order

Although this latter creates a marked improvement in practice, it does not affect
the worst-case bounds. Even if the exact consensus string isin G, if it is on the
last path the search traverses then it will not help eliminate any edge traversals.
If the search happened to encounter each string in worst-to-best order, then
no pruning would take place and the running time would be maximal. A second
heuristic that helps this problem significantly in practice is to search the children



of each suffix tree node in order of how much the first letter on that edge improves
the score along the DP table diagonal. For example, if a letter “T” would be
most helpful next, the search looks first on the edge beginning with “T”. Again,
though, this greedy heuristic—however beneficial in practice—does nothing for
the worst case bound. The best match string S;,, in G might be an exact
match to  except for a difference in the st character of Sy, , and then the
search will be almost over—without the pruning benefit of knowing about Sy, ’s
score—before it encounters this best string.

The tree search performance will inevitably depend on the difference in score
between S, and the consensus string, as well as on the properties of the implicit
scoring matrix defined by the scores ;(«), but need not do so in such an arbitrary
way. The following sections describe a method for eliminating the dependence
on chance and on the o de in S, of the differences from the consensus

i erence atc ing

The -difference matching problem is the question of, given a query string —for

our purposes, will be the consensus string given the alignment scoring matrix—

and sequence G, how to find all substrings of G whose edit distance from is

no more than . In other words, find the strings in G that can be converted into
by applying no more than insertions, deletions, and substitutions.

This problem is more tractable than the one we need to solve in the search
step, it uses an edit distance metric instead of the more complicated relative
entropy scores. However, the problems are related, and there are certain tech-
niques for finding -difference strings that would be helpful in this situation.
Fortunately, we will see in section 6, there is a way to relate our problem to a
more general form of -difference.

d i eren e Suffix Tree Sear

If we restrict ourselves for the moment to solving the simple -difference problem,
a similar algorithm to that described in section 4.1 can be used. ust as before,
use the suffix tree to drive a dynamic programming alignment, but instead of
using the best score seen so far as the criterion to prune a branch, use the score
that a string must meet in order to be edit distance from the consensus. If 1
is the score for a match, and 2 is the penalty for a mismatch, this threshold is
ust (I )1 2. Whenever the DP column scores are low enough that it can
never beat the threshold, return back to the parent node as before, unwinding
the dynamic programming. This will happen precisely when every current path
in the DP table—that is, any path which goes through to the last DP column
computed—implies more than differences from the consensus.

An upper bound on the number of strings the -difference search can consider
isO((A 1) (1) *!), with as defined in Definition 1. This is because it must
investigate strings with any arrangement of differences over I positions, each



of which can be any of A 1 characters (including a gap). For each character a
column of [ DP table entries is constructed, giving a bound of O((A 1) I *2).

If is large, the O(nl ) bound on characters visited described in section 4.1
is a more relevant limit. However, for ~small, the above guaranteed search time
can be much less than {?n. This is not the most efficient way to do -difference
searching, but faster -difference methods can not be easily extended to arbitrary
score matrices as will be done in section 6.

.2 terative 1 eren e

This technique can also be used to find the est string in G, even though the
number of differences between S, and is not known in advance. Again,
assume for now an edit-distance metric. Then the best string can be found by
performing a 1-difference search, then a 2-difference search, and so forth until the
search finds a string meeting the current criterion, that is, a string with only
differences from . When this happens, that string can immediately be returned
as the optimal, since it is certain that no other string has a better edit-distance
score (or it would have been found on an earlier -difference search pass).

Since each pass takes little time compared to the next pass, the work dupli-
cated by starting over with each new is negligible. In other words, performance
is comparable to that when the value of is known in advance. A bound on total
time taken will be O( ( )) where

()=min((4 1) I *2, (4 1) (2)

and is the number of differences between the best-match string in G and
the consensus. The second term will dominate when  is close to /, and simply
enumerates all strings of length [ .

Notice that, unlike in section 4.1 where the time taken depends on the order
in which the strings are encountered in the tree, this bound depends only on
how good a match to the alignment exists anywhere in G.

ing i erence ec ni ues

.1 T res olds for an rbitrar S ore Matrix

The technique above can clearly improve the worst case performance if strings
are scored using an edit-distance metric, but the question remains of how to
extend the technique to an arbitrary scoring matrix. The basic idea here is to
retain “ -difference” thresholds that must be met at each pass, and to somehow
construct this series of thresholds so that even on an arbitrary scoring matrix
there are guarantees on the behavior.

More specifically, because of the irregular scoring metric, a string with higher
score than another string might nevertheless have differences in more alignment
columns. In other words, there no longer exists a score threshold  that will allow
any possible string with at most differences while preventing any string with



more than differences from being examined. Since the worst-case performance
bound in Equation 2 increases exponentially as grows, we want to step up the
thresholds slowly enough that if there exists a string in G sufficiently close to
the consensus, it will be found before each pass becomes too long.

2 al ulating t e T res olds

First, remember that for each column i and character (or blank) o we know the
score ;(a) of aligning o with column . Define ; to be the maximum score for
column ¢, ;; the next highest score, and soon up to ;4. ecause which string
the algorithm selects depends only on the differences between these scores, not
on the absolute score, it is useful to define the set of differences. Let

ii = iy ia +15 0 A (3)

be the difference between the score of matching the ! best character to column
i and that of matching the (1) best.

Now look at the set of values ; , the set of differences between the best and
second-best score for each column. Define an array  [0..] containing each
sorted into increasing order.

Now compute a series of “threshold scores” . egin with
=Y 4)
i
or, in other words, the maximum possible score. Then for 1 I let

= 1 []- (5)

Each subsequent threshold  is then less than the previous threshold by an
increment of the ** smallest difference between the maximum and second-
best score for some column.

The significance of the threshold score is that it subtracts the minimum
possible penalty for differences from the maximum score. f course, there
may be strings with fewer than differences that score below |, since different
differences have varying penalties. However, one deduction clearly follows from
the definition of

at2 f eloo atallstings it soesaoe ea ill aestitl fe e
tan di eenesfom

Strictly speaking, this is not quite accurate with  as defined above, since some
column may have an expensive mismatch penalty that is worse than the score for an
insertion. In reality, any values at the end of [ ] that are higher than the cheapest
insertion penalty for this score matrix will be replaced with |, since subtracting
from the threshold always permits an additional di erence, namely an insertion, to
take place in strings scoring above that threshold.



As we will see in the following search algorithm, this fact combined with the use
of these thresholds will allow some control over the worst-case performance of
the search step.

If the scoring matrix scored each mismatch for a given column with an equal
penalty, then every possible string would have a score of at least ;, the smallest
threshold calculated above, which is the score of adding the second-best character
to each column. However, since this is not the case, additional thresholds need
to be added, continuing down in small decrements so that the last threshold is
the lowest possible score. We therefore define a set of arrays 1 A,
similarly to  : each contains the values ; sorted in increasing order. After

1, the next set of decrements will reflect the differences between second-worst
and third-worst matches to a column ( 1), then between the third-worst and
fourth-worst, etc.:

+ = I+ 1 []71 l70 A (6)

terative Sear wit rbitrar S ores

The final search algorithm combines the iterative -difference search of section

5.2 with this method of calculating threshold scores. As in section 5.2, a number

of search passes are tried, decreasing the threshold score each time. Whereas

before, the threshold for the " pass was a score of (I ) ; 2, the new

threshold is . If, at the end of pass , the best string seen so far has a score

strictly greater than , then this string is returned as the best match, since the
th pass has considered every string in the tree that can score better than

orst ase erforman e

Fact 2 ensures that no string with more than  differences is seen on the **

pass, giving an upper time bound of ( ) as in Equation 2. However, there is
no guarantee that a given string with  differences from  will be found on the
th pass, since it might have a score lower than . All we can say is

at fte estmat S, assoe ige tan t enit il e found in
time no g eate t an ().

This means that if any of the best few strings to match the alignment exist in
@G, then the search is sure to rapidly find an answer, unlike in the one-pass suffix
tree search where the search might not be effectively bounded.

irica esuts

We have implemented the algorithm described in this paper in approximately
10,000 lines of C  code, in order to demonstrate its practicability, but more
importantly in order to apply the algorithm to biological problems of interest.
We plan to use this program in the future to discover and analyze patterns in
various real genomic data sets.



.1 ra ti alit of Suffix Trees

Suffix trees, despite their usefulness, are often avoided in practice due to fear
of their coding complexity or that the O(n) space and time bounds hide large
constants. Neither concern turns out to be well founded. This suffix tree class
implementation requires under 2,000 lines of code, and the O(n) construction
involves only a small constant factor so that preprocessing a genome is practical,
under a minute for a 400 kilobase dataset on a laptop computer. The space
used for this implementation is in practice around 8 n integers, certainly not
infeasible even on genome-sized datasets with the ever-increasing availability of
memory.

2 mpiri al Time e avior

hoosing axes along which to measure the performance of the search algorithms
is a nontrivial matter, since it depends on a variety of complicated factors—
pattern length, information content of G' (which affects the shape and properties
of the suffix tree), the score of the actual best match to the alignment in G, and
most significantly, the granularity of the scoring matrix.

A good estimator for how the algorithms perform in practice, though, is to
run the Gibbs sampler on a sample of genomic data—improving the performance
of which was, after all, the motivation behind this algorithm—and measure how
each of the two suffix tree searches measure up to the original whole-sequence
search. Averaging over many iterations in this way will not show instances of
extreme behavior, but it will give a good idea of how the methods can be expected
to behave in general.

For each of a range of motif lengths, 50 trials were run on the forward and
reverse-complement noncoding regions of the .in uen ae genome, a dataset of
about 400 kilobases. Each trial starts from a random set of 10 sequences of that
length and runs the Gibbs sampling algorithm to completion. To isolate the effect
of motif length on the running time, the component of the algorithm which tries
to change the length and number of alignment strings has been disabled for this
experiment, so each trial ends when the alignment has stabilized at the initial
length (modulo length changes due to insertions) and number of instances. For
each trial, the three methods are made to operate on the same alignment at each
iteration during the trial, so that the results are directly comparable.

As mentioned in section 3.2, after the suffix-tree search has traversed a pre-
determined number of characters it will switch methods to perform a whole-
sequence search. In these trials was set at (0.1)n, chosen because (1.1)n seemed
like a reasonable worst-case penalty to pay for the potential savings: low enough
that this algorithm is not significantly less practical than whole-sequence search
even on very long motifs that are unlikely to see a savings with the suffix tree
search.

Figure 2 shows average percent of G examined per iteration over the 50 trials.
The original whole-sequence search method, of course, is always fixed at 1.0—
the whole dataset is examined precisely once per iteration. nly the two suffix



tree search algorithms are therefore drawn explicitly. The wide bars depict one
standard deviation, and the outer lines show the minimum and maximum percent
of G seen during any iteration. The averages for length 10 are approximately
0.000 and 0.0011 respectively.
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. Average percent of genome seen vs. length of motif during Gibbs sampler runs.
Shows relative behavior of whole-sequence search (constant at 1.0), one-pass suffix tree
search, and -di erence-style suffix tree search.

ra ti alit of terative 1 eren e

Note that the performance of the iterative -difference style search was consis-
tently comparable to that of the 1-pass suffix tree search. Although any single
search using the 1-pass method might take much longer, the heuristics used ap-
pear to be effective enough that this simpler method can consistently perform
approximately as well when averaged over many trials.

ne might be tempted to conclude that the iterative -difference algorithm
is useful more as an explanatory tool to discuss worst case performance than as
a practical algorithm. However, the Gibbs sampling process has enough random
factors that it is unlikely to repeatedly produce worst-case situations for the 1-
pass algorithm, while other problem domains could do so. Since the -difference
search is little more complicated in code, and appears to perform with no penalty
compared to the simpler algorithm, it makes sense to use the -difference ap-
proach in practice to guard against worst-case scenarios.



onc usions

In conclusion, this paper presents a novel use of suffix trees to improve the perfor-
mance of a Gibbs sampling algorithm for discovering novel gapped motifs. While
the worst case is a constant factor worse than using whole-sequence search, the
average performance is significantly faster with the new algorithm. In particular,
searching for a relatively short pattern is orders of magnitude faster using this
method. Since the string lengths for which the suffix tree search shows a marked
improvement over the whole-sequence search extends significantly beyond the
string lengths at which it is practical to combinatorially enumerate all possible
motifs, this algorithm will unquestionably be useful in using suffix trees to find
mid-length gapped motifs in long sequences.
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